UNIVERSITY HEIDELBERG

Internship Report

Binaural Sound Localization in
Spiking Neural Networks

Author: Supervisor:

Laura KRIENER Thomas PFEIL

July 30, 2014



Contents

1 Introduction
1.1 Motivation . . . . .. . ...
1.2 Sound localization in biology
1.3 Jeffress Model . . . . . . ..

2 Methods and results
2.1 Network model . . . . . ..

2.2 Effect of synaptic weights on firing rate . . . . . . . . .. ... ...

2.3 Measuring the phase difference . . . . . . . .. ..o

2.4 Measuring the ITD . . . ..
2.5 Network performance . . . .

2.6 Scalability of the parameters

3 Conclusion

12
15

16



1 Introduction

1.1 Motivation

In 1948 Lloyd Jeffress proposed a simple model for binaural sound localization
using time differences between signals received at both ears. On neuromorphic
hardware a spiking neural network inspired by this model could be used as a
sensory system in robotics and a real-time interface for artificial cochleas.

The aim of this internship was to implement the network in PyNN [1], to simu-
late its behaviour using NEST [2] and to investigate the effects of different synaptic
parameters. Parameters such as the synaptic weights were tuned to achieve a good
performance of the network.

Since the network should be able to run on the Spikey chip, integrate-and-
fire neurons with conductance-based synapses which are closest to the models in
hardware were used. Regarding the limited neuron count of the Spikey chip the

influence of the networks size on its performance was investigated.

1.2 Sound localization in biology

Auditory systems in mammalian brains use mostly two cues for localization of a
sound signal: the interaural time difference (ITD) and interaural level difference
(ILD). If the sound is a tone of only one frequency f with the amplitude ay and
the source of the sound is positioned on either side of the head, the sound waves

a(t) and a'(t) arriving at the ears can be described as

a(t) = ap - sin(27 f1) (left ear)
a'(t) = (ag — Aag) - sin(27 f(t + At)) (right ear)

where At describes the ITD and Aag the ILD.

In the following, we focus on the processing of I'TDs in auditory systems. The
sound arriving at the ears as varying air pressure has to be transformed into spike
coded information. This is done in the cochlea, where the inner hair cells trigger
action potentials in the auditory nerve fibres. The resulting spike signals are phase-
locked. This means that an action potential is created with the highest probability
at the maximum amplitude a(t) of the incoming signal. Additionally each fibre has

a characteristic frequency at which it is most effective. Therefore, the temporal



information of the incoming signal is encoded in the spike train itself, whereas the
frequency information is spatially encoded by different auditory nerve fibres with
characteristic frequencies [4].

These spike signals are transmitted to the medial superior olive, where the I'TD-
information of the signals from both ears are analysed. A model for the network
used to analyse the ITDs was proposed by Jeffress [3] in 1948 and was confirmed

by many following studies.

1.3 Jeffress Model

The network shown in Figure 1 consists of two lines of neurons (I7'D-detectors) that
receive inputs from both ears. Each neuron in a detector receives its input signals
over delay lines (nerve fibres of different lengths). The lengths of these delay lines
vary for the different neurons in the detector. By that the ITD-detector generates
a spatial coding of I'TDs by compensating the ITD with the delays added by the
delay lines. This uses that a neuron will spike with a higher rate if it receives
two input spiketrains coincidently than if it receives two input spiketrains that are
shifted in time.

As an example we assume that the source of the sound is on the right side of
the head. The signal from the right ear therefore arrives earlier at the point Y
than the signal from the left ear at X. Because the pathway from Y to neuron
2 is longer than from X to this neurons, neuron 2 receives the signals from both
ears approximately at the same time and spikes with a higher rate than the other
neurons which receive the signals at two different times. If the source of the sound
is on the left side if the head, one of the neurons with higher indices will spike
with the highest rate.

2 Methods and results

Earlier studies [6] have shown that phase-locking as observed in the cochlea and
auditory nerves can be implemented on neuromorphic hardware. The network
used in this work models only the processing of ITDs in the medial superior olive.
It is assumed that the network receives phase-locked spiketrains as input. For the

used neuron parameters see Table 1 in the appendix.
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Figure 1: Jeffress-Model with sound on the right side of the head. Most active

neurons are coloured blue. For neuron 2 the delay lines compensate the I'TD

2.1 Network model

The networks used in this work are similar to the Jeffress-model, although some
small modifications were made (see Figure 2):

The two ITD-detectors in the Jeffress model yield the same results indepen-
dently. Therefore it is sufficiant to use only one of them and by that reduce the
number of needed neurons. That is important, because the Spikey chip is limited
to 384 neurons.

Also the way of producing the delays to compensate the ITD is different. Here,
the delays are not produced by different length of axonal delays but by shifting
the signals in time with different delay times d before feeding them to the neurons.
Note that only the input signals of the right ear are changed. This does not change
the functionality of the network, because delaying the left signal and moving the
right signal forward in time are equivalent:

For an IDT of At the neuron with the delay d = —At receives both input
signals coherently and fires with the highest rate.
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Figure 2: Example of an ITD-detector. In contrast to the Jeffres modell only the
right input signals are delayed.

2.2 Effect of synaptic weights on firing rate

In [8] it is shown that the firing rate of a neuron that receives two periodic, phase-
locked input spike-trains (cycle duration T') is highest if there is no time difference
between the signals and lowest if the time difference is approximately % This
behaviour is crucial for the functionality of the network described above.

We investigated the effect of the synaptic weights that connect the inputs to
the neurons in the I'TD-detector on that behaviour. Since all neurons in the ITD-
detector have the same parameters, we regarded only one neuron and the effect
of the synaptic weight on its spiking behaviour (for different At). We found that
only for a certain range of synaptic weights the neuron behaves like described in
[8]. If the weight is too low, the neuron will not spike at all and the spike rate is
not depending on At of the input signals. If the weight is higher than a certain
threshold, the neuron will spike for every incoming spike and the spike rate is no
longer depending on the coincidence of spike arrivals, too.

Within these borders the weight still effects the maximal and minimal firing rate
of the neuron as well as the strength of the rates dependancy on At: Exemplarily
we measured the firing rate r of a neuron that receives two periodic input spike-
trains with a frequency of f = 50 Hz. This rate r was measured for different time
differences At between the two input signals (see Figure 3).

For a low weight of w = 0.026 uS the neuron fires only for small At and the
rate is zero for larger At. For a higher weight of w = 0.029 uS it fires for all time



30 T T T T

e o w=0.026uS
A a w=0.029u8
25+ 8
A A A A A A A A A A 4
A A
20 + 8
—_ A A A e o @ A A A
T 15F . ° R
— A A
e
e o e o
10 - 8
5 - .
OF @« @« @ @& & @ e o o ® ® o -

=10 =5 0 5 10
At [ms]

Figure 3: Firing rates r of a neuron with two periodic inputs over the time differ-

ence At between the inputs

differences but with different rates. Also the maximum rate is higher for the higher
weight.

The reasons for that can be understood by regarding the membrane potential of
the neuron over time (Figure 4) For the low weights and a maximal time difference
of At = % the neuron does not spike at all, because the post-synaptic potentials
(PSPs) are small and the membrane potential stays below the firing threshold.
For At = 0 two spikes arrive at the same time and their PSPs are integrated
such that the membrane reaches the threshold and the neuron fires. After spiking
the potential is reset and the integration of the PSPs starts again. Therefore the
neuron fires periodically. For the higher weight this behaviour is observed for
all values of At, because a higher weight causes bigger PSPs. For small At the
threshold is reached after a shorter time than for large At. Therefore the firing

rate grows when At increases.
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Figure 4: Membrane potential for neuron with periodic input for At = 0 and

At = % for different weights w

For detecting the I'TD of the input signals we need a distinct maximum of the
neurons firing rate. Therefore, we choose a rather low synaptic weight, for which

the neuron only spikes for small At.



2.3 DMeasuring the phase difference

As described above we could detect At by measuring the firing rate of one single
neuron with two periodic inputs. But it is easier to use many neurons and add
additional delays to the input signals (as described in section 2.1), because that
way we only have to find the neuron with the maximal firing rate. The delay of
that neuron is equal to —At.

After choosing the weights as in Figure 4(a) we set up an ITD-detector. Figure
5 shows an exemplary response of this I'TD-detector to an input signal with At =
—3ms. The used detector consisted of 41 neurons and the artificial delays added to
the signal (d in Figure 2) ranged between —20 to 20ms. Each neuron in the detector
is characterized by the delay d that is added to its right input and therefore each
bin in the histogram corresponds to one of the neurons. One can clearly see that
the neurons which receive an the input with a delay d close to 3ms, spike with the
highest rate, because these delays compensate the given I'TD of At = —3ms.

There is a strong threshold behaviour concerning which neurons spike (Figure
5: e.g. d = —3ms and d = 8ms). This does not seem realistic, since in hardware
as well as in biology one has to expect noise on all network components, e.g. spike
loss in synapses or in the cochlea. To model this, each spike in the spiketrain was
deleted with a probability of 30%.

The same detector as before now produces the response in Figure 6. The
comparison of Figure 5 and 6 indicates that the spike loss does not affect the
location of the maxima, but it weakens the threshold behaviour by broadening the
distribution and it reduces the spike rates.

The asymmetric shape of the maxima and their different height in Figure 6 are
due to statistical effects, because the spike loss happens randomly. They could be
removed by elongating the simulation time.

Up to now we ignored the fact that there is an other maximum around d =
—17ms. For more neurons and a lager range of d there are maxima at d = 23
and d = —37ms as well. They occur because for input signals of f = 50Hz (cycle
duration 7" = 20ms) ITDs of e.g. At = —3ms and At = +17ms result in the same

two spiketrains. In general all At’ of the form

At =At+n-T n €z
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Figure 5: Firing rates r of ITD-detector consisting of 41 neurons with input-
frequency 50Hz to I'TD of At = —3ms

result in the same spike train as At. This shows that the network is only able
to detect the phase difference between two signals, but is unable to distinguish

between different ITDs causing the same phase difference.

2.4 Measuring the ITD

To distinguish I'TDs with the same phase difference we use a network proposed in
[5] and [7]: Using more than one detector with different input frequencies will solve
the problem, because the same At between two signals will result in a different
phase difference for each frequency:

For different frequencies the cycle durations T are different and therefore the
value of d at which the "wrong” maxima occur, are likely to be different for all

detectors. Only the d that corresponds to the ITD is equal for all detectors.
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Figure 6: Firing rates r of ITD-detector consisting of 41 neurons with input-
frequency 50Hz and 30% spike loss to ITD of At = —3ms

As an example we can look at Figure 7. It shows the response of a network
consisting of 4 I'TD-detectors with different frequencies to an I'TD of At = —3ms.
Each detector isolatedly shows ambiguous results by detecting only the phase
difference between its inputs, but one maximum per detector is likely to overlay
with maxima from all other detectors. This common maximum is around d = 3ms
and corresponds to the delay that compensates the I'TD.

If more then one detector is used, the weights to connect the neurons to their
input have to be set very carefully. They should be calibrated in a way that
each detector shows clearly distinct maxima and minima and the maxima of all
detectors are of approximately the same height. If that is not the case, the result of
one detector might overrule the other when they are added together to determine
the I'TD.

It was found that this is the case, when choosing the weights in a way that

each neuron fires with a maximum rate of around two thirds of the lowest input
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Figure 7: Firing rates r of multiple detectors to ITD of —3ms with 30% spike loss

frequency for no spike loss and around one fifth of the input frequency for a spike
loss of 30%.

To determine the ITD from the different detector answers, one can sum the
spikes of the neurons that belong to the same delay but different frequencies. The
distribution of spike sums over the corresponding delays has one major maximum,
which corresponds to the I'TD and smaller maxima caused by the other maxima
of some of the detectors. To increase the contrast of maximum to background,
another population of neurons (integration layer) of the same size as one detector
was used. All neurons in the detectors, which correspond to the same delay, excite
one of the neurons in the integration layer. These neurons do not spike with the
same rate as their input, but instead will modulate the result with their non-linear
gain function shown in Figure 8. Low input rates are damped more than higher
input rates, which causes the smaller maxima to become even smaller. Therefore
the difference between the maximum and the background is increased. In Figure
9 the spikes of the integration layer (of the example in Figure 7) are shown on
the left, on the right the summed rates of the neurons corresponding to the same

delays are plotted. We see that the difference between maximum and background
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Figure 8: Non-linear gain function produced by a neuron in the integration layer

fed with poisson-input of different rates (weight w = 0.83uS)

is increased by the integration layer. Additionally, the result could be improved
even more by adding lateral inhibition resulting in a winner-take-all network to

the integration layer as described in [7].

2.5 Network performance

The results of these networks depend on the choice of weights, number of neurons
per detector and the used frequencies. To determine the optimal values for these
parameters we defined a measure for the performance of the network.

In order to do so, we compared the I'TD to the networks response to that ITD.
To define a response value we regard the spike histograms of the neurons in the
integration layer (like in Figure 9) and define the response as d,,, which is the

middle of the highest bin. If the maximum consists of more than one bin, the bins

12
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Figure 9: Firing rates r of neurons in the integration layer connected to the de-
tectors with a weight of w = 0.83uS (left) and the summed spikes of the detectors
(right). The integration layer increases the difference between main maximum and

background.

of equal height are combined to one larger bin and d,,,, is the middle of that new
bin.
The expected response is degpect = —At, since —At compensates the I'TD. The

distance 0 between expectation and result is defined as
0= ‘dexpect - dmaa:| - |At + dmaz’ .

To derive the performance from this distance one has to distinguish two differ-
ent cases: If the bin containing degper does not have the higest rate, the perfor-
mance is better the closer degpect 1S t0 dpa,. But if the bin of maximal rate contains
dezpect, it does not matter any more how close deypect is to the middle of the bin
(dmaz), it only matters, that it is inside the correct bin. Instead it is important
how wide the maximum bin is. Therefore the performance should correspond to
the width of the maximum bin b (if the maximum is a combined bin, b is the sum
over the width of those bins): If the correct value is in a maximum with a small
width, the performance is better than if it is in a wide maximum. Because of that

the performance value p is defined as

o ifd>
if 6 <

NS
Nl N
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The dependency of performance on the number of neurons and the number of
detectors are shown in Figure 10. The performance was determined by testing
the network with 10 random ITDs and averaging over the measured performances.
The used frequencies were equally distributed over the interval between 20 and
120Hz (except for 2 detectors, we used 30Hz and 110Hz for). We see that the
performance improves if more neurons are used, because the time resolution (o< b)
%) is smaller. But after a certain

2
number of neurons (here around 50 neurons) it does not improve noticeably. We

and therefore the minimal value of p (pmin =

assume that this is because of the relatively large time constants, that prevent a
higher time resolution.

One can also see that the performance is not improved if more than 3 fre-
quencies are used. The reason is that the different frequencies are only needed to
resolve the ambiguity, but if the ambiguity is already resolved by 3 frequencies,
the others do not improve the result.

The performance is impaired, if the used frequencies are multiples of each other.
As an example we used 6 detectors with the frequencies 20, 40, 60, 80, 100 and
120Hz. In Figure 11 we see that this leads to ambiguous responses of the network

and therefore a bad performance.

14
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Figure 10: Mean performance p over number of neurons per detector n using 2, 3

and 4 detectors

2.6 Scalability of the parameters

The results presented before were obtained by using the standard neuron parame-
ters in PyNN (see Table 1 in the appendix). By adjusting the neuron parameters as
well as the synaptic paramters we can change the time scale on which our network

works:
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Figure 11: Mean performance p using 6 frequencies (multiples of each other)

Assuming that the distance between two ears is around 20cm, the maximal
ITD is Ca At = 0.5ms. This shows, that the time resolution of the networks used
before is around 10 times too large. To adjust our network we reduce the membrane
time constant and the synaptic time constant by a factor of 10. If faster neurons
are used, the input has to have a higher frequency and the weights connecting
the input to the neurons have to be changed accordingly. After changing these
parameters, the network works as before, but with the same number of neurons
the range of detectable At is 10 times smaller.

Since the Spikey chip has 10% to 10* faster time constants than the simulation,
the resolution of the hardware network will be up to 10* times smaller. This
introduces a problem, because the number of required neurons for an appropriate
ITD-range would be increased by that factor. On Spikey only 384 neurons are
available.

3 Conclusion

This study shows that, if the neuron parameters, the input frequencies and the
number of neurons are set approprately, the detection of ITDs using networks
similar to the Jeffress model works very well. The time constants are scalable and
the network presumably would also work on the Spikey chip, but only a very small
range of At would be detectable. Also we would need very high input frequencies.

This kind of network on neuromorphic hardware is therefore not suitable for

real-time interfaces of sensors. The high input frequencies might be achieved by

16



utilizing an ultra sound sensor. The small time resolution, which leads to huge
neuron counts being required, is more difficult to evade. Adding an additional
preprocessing software layer between sensor and network could solve this problem
by scaling down the ITD produced by the sensor. This would lower the required
number of neurons significantly and needs to be investigated further.

The bachelorthesis following this internship will concentrate on testing the
network on the Spikey chip and investigating the performance as well as the effect

of synaptic weights.
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Appendix

Table of parameters used in simulations if not stated otherwise:

Parameter Value Description

Viest —65.0V  Resting potential of membrane

Cm 1.0nF Capacity of membrane

Trnem 20.0ms  Membrane time constant

Trefrac 0.0ms Duration of refractory period

Toyng 5.0ms Decay time of excitatory synaptic conductance
Toyns 5.0ms Decay time of inhibitory synaptic conductance
Erevy 0.0mV Reversal potential for excitatory input

E, ey, —70.0mV Reversal potential for inhibitoy input

Vihresh —50.0mV  Spike threshold

Vieset —65.0mV  Reset potential after spike

lof fset 0.0nA Offset current

Table 1: Parameters used in simulations
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